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Abstract

In this work, we explore how multimodal large language models
can support real-time context- and value-aware decision-making.
To do so, we combine the GPT-40 language model with a Turtle-
Bot 4 platform simulating a smart vacuum cleaning robot in a home.
The model evaluates the environment through vision input and
determines whether it is appropriate to initiate cleaning. The sys-
tem highlights the ability of these models to reason about domestic
activities, social norms, and user preferences and take nuanced
decisions aligned with the values of the people involved, such as
cleanliness, comfort, and safety. We demonstrate the system in a
realistic home environment, showing its ability to infer context and
values from limited visual input. Our results highlight the promise
of multimodal large language models in enhancing robotic auton-
omy and situational awareness, while also underscoring challenges
related to consistency, bias, and real-time performance.
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1 Introduction

Strong human-robot interaction relies on effective environmental
modelling, as this provides the foundation for informed decision-
making. Robots must dynamically perceive and interpret their sur-
roundings, including objects, obstacles, and human actions, while
accounting for uncertainties such as sensor limitations and unex-
pected changes. Without a robust and adaptive model, robots risk
inefficiency or even unsafe behaviour, undermining their utility in
real-world applications.
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Figure 1: The robot deployed in a living room, and an image from
the robot’s perspective, showing the unusual angle and the partially
obstructed view.

Yet, modelling real-life environments presents significant chal-
lenges. For instance, in a home, the complexity of unstructured
scenarios, with variables such as values and personal preferences,
family dynamics, and traditions, can quickly overwhelm traditional
approaches. Scaling these models to handle diverse, dynamic set-
tings often demands meticulously handcrafted rules, which reduce
the flexibility and scalability of these approaches.

Recent advancements in Large Language Models offer a com-
pelling opportunity to equip household robots with a higher level
of decision-making. These models have demonstrated impressive
capabilities not only in mimicking [7] contextual reasoning [6]
and common sense understanding, but also in guiding robots’ be-
haviour [8]. When combined with multimodal inputs, such as im-
ages or sensor data, multimodal LLMs can interpret a scene and
evaluate whether specific actions align with human preferences,
norms, and routines [1, 2]. Furthermore, the text-based nature of
these approaches produces a human-readable decision trace that
explains the rationale behind each decision taken, and it can easily
be integrated with additional users’ indications and corrections.
However, despite their potential, multimodal LLMs as decision-
makers might struggle with real-time performance. Indeed, it is
necessary to balance the quality and completeness of the reasoning
process result with its duration. Without careful prompting, LLMs
can be inconsistent in their decision outcomes, which is undesirable,
especially in social robot applications.

This work explores how multimodal LLMs can be used to reason
about values and preferences in real time. To do so, we combine an
LLM-based reasoning framework with a TurtleBot 4 robot acting
as a value-aware vacuum cleaner in a home setting.

Autonomous vacuum cleaners have become a common presence
in modern households, offering convenience through scheduled or
reactive cleaning routines. These robots typically rely on a com-
bination of sensors, pre-programmed logic, and, in some cases,
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basic learning algorithms to navigate environments, avoid obsta-
cles, and perform their cleaning tasks. While increasingly effective
in manoeuvring through rooms, these systems still fall short in
understanding the context in which cleaning occurs. In real-world
scenarios, determining whether or not cleaning is appropriate in-
volves more than obstacle avoidance and scheduling. For instance,
a person watching a movie in the living room might prefer silence,
while a recently used kitchen might benefit from immediate clean-
ing to avoid insects taking over. These nuanced decisions depend
not only on detecting objects or motion, but also on understand-
ing activities, routines, and values that govern comfort in a shared
space. A robot that can reason about ongoing activities and routines
would be better aligned with users’ expectations and preferences.

In our implementation, the robot uses image input to interpret
its environment and make contextually appropriate decisions about
whether to clean, wait, or return to its docking station. We ob-
serve the system in action in a real home environment, identifying
strengths and limitations in the robot’s contextual understanding
and value alignment.

Through this work, we aim to demonstrate that multimodal LLMs
provide a promising foundation for more intelligent, empathetic,
and situationally aware household robots.

2 Implementation

The robot used is a TurtleBot 4, an open-source platform for re-
search created by Open Robotics and Clearpath Robotics!. The
robot is built on top of the iRobot CREATE 3 mobile base, which
is based on the chassis of a robot vacuum cleaner. The robot has
arich sensor suite, with our research relying on the OAK-D-PRO
RGBD camera to collect images from the robot’s point of view.

The system driving the robot has three states: observation, clean-
ing, and docking mode, with the VLM (Vision Language Model)
deciding when to transition from one state to another.

In observation mode, the robot surveys its environment to
collect a series of images. From these salient features are extracted
and passed to the model, which decides which action to take. Specif-
ically, the robot starts rotating on itself and collects a series of 10
images at regular intervals, giving a 180-degree overview of the
surrounding space at one frame per second. A VLM is used to ex-
tract key elements from the image, focusing on the presence of
people or pets, human activities, and contextual clues. The list of
relevant elements and the original images are then used by the
same VLM to perform the decision-making process. The system
prompt that instructs the model how to behave is composed of three
parts. First, it defines a role: “a value-aware vacuum cleaner”; then
it defines the objective of “maintain cleanliness while respecting
the homeowner’s values, ensuring a comfortable and harmonious
living environment.” Finally, it describes the three modes in detail,
including the capabilities and behaviour of the robot in each mode.
The model is prompted to reason step-by-step on the following
aspects: value alignment, “creating a safe and enjoyable environ-
ment for the house owners”, time context — with the current time
provided in the prompt — the action choice and its consequences,
the rationale, and how the decision reflects the robot’s core purpose
of cleaning. The reasoning trace is then fed back into the model to
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take a final decision, and, finally, the entire process is summarised
into a short, user-friendly paragraph to add a level of explainability.
We relied on OpenAI's GPT-40 model, which accepts both image
and text inputs and produces text-based outputs.

In cleaning mode, the robot simulates a vacuum cleaning robot
by driving in a straight line until the proximity sensors of the robot
detect a nearby object, upon which the robot slows down. If a colli-
sion is detected, it turns in a random direction and resumes cleaning.
In the meantime, the robot collects 3 images every 0.5 seconds and
uses the VLM to interpret the environment and evaluate whether
any values are potentially violated. This determines whether the
current cleaning task should be interrupted and the robot should
transition into observation mode using a reasoning process similar
to the previous mode.

Docking mode instructs the robot to return to its charging
station. While in the current implementation this mode stops the
robot, in the future it could be used to instruct the robot to go to
another room, if the current room is busy, before finally going to
the charging station.

ROS 2, the robot operating system [4], is used to implement
the functionalities described. This middleware handles the com-
munication between specialised nodes which can run on different
machines. The TurtleBot 4 comes with several nodes already run-
ning, to collect images from the camera and controlling the robot.
The system presented runs as a Python node on another computer,
connected to the same wireless network as the robot. In addition, a
graphical interface developed with PyQTS5 displays the reasoning
process and allows control of the robot.

3 Observations

Evaluating the value alignment of the system responses depends
strongly on the subjective preferences of the people involved. As
an initial evaluation, we opted for a qualitative observation of the
system responses — without a quantitative evaluation — first using
a small dataset, after which the system was evaluated in a realistic
environment.

To observe the VLM’s behaviour without the additional compli-
cations of the robot’s hardware, the system was used with a set
of images instead of the live feed form the robot’s camera. These
images are manually chosen from the YouHome Activities of Daily
Living dataset [5], which comprises 31 common daily activities
from 20 users, in different areas of a home. We chose images that
could allow observing how well the model detects people and infers
which activities they are partaking in. In addition, we also tried
scenarios in which the room appears empty, or someone enters and
then leaves the room in a quick succession.

By deploying the system in a home, we obtained a more com-
prehensive idea of the overall system performance. We put the
robot in a living room, and observed its decision-making process
under three conditions: when someone is watching a movie, using
a phone, and around a pet dog.

In the first case, shown in Figure 1, the robot was positioned near
a sofa, on top of which a person was sitting watching a television
show. The robot, even from the low and partially obstructed view
angle, was able to correctly recognise the activity, and decide to
defer the cleaning using the noises produced as a justification. We
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then used the same setting, but with the person focused on their
phone and no movie playing. In this case, the VLM reasoned that
using the phone does not require silence, and to balance the users’
comfort with the purpose of cleaning, it decided to start cleaning.
Finally, when a dog was introduced to the robot, the system noted
that the pet appeared to be moving a lot in its vicinities, and thus
cleaning was not advisable for the pet’s physical safety. The system
also reflected that the loud noises could scare the pet, showing
that its reasoning capabilities can take into account the mental
wellbeing of those involved as well as their safety.

Our work has several limitations. We tested and decided not
to adopt reasoning models and several prompting techniques, in-
cluding learning from examples, due to the additional delays that
longer prompts imply. In the future, we intend to further explore
these possibilities, including the use of locally hosted models, which
would alleviate the privacy issues tied to using pictures from within
the home environment. The inherent bias [3] of the multimodal
LLMs needs to be further studied and mitigated using additional
information in the prompt, such as users’ habits and preferences,
which can be expressed by the users themselves through voice or
text and integrated into the prompt.

4 Conclusion

We tested how well state-of-the-art multimodal language models
can reason on personal preferences and values in real time. To do so,
we presented an implementation of a vacuum cleaning robot based
on the TurtleBot 4 platform and GPT-4o0. The robot collects images
from its camera and uses them to decide whether to start cleaning
or not. We deployed the robot in a living room and observed its
behaviour. Overall, the language model, despite the unusual point
of view, the partially obstructed images, and the limited time reso-
lution, was successful in inferring the activities taking place in the
room, in using this information to reason on the values involved,
and balancing the values of cleanliness and respect for the people
involved.

This work aims to demonstrate that large language models, when
integrated into embodied systems, go beyond task execution and
begin to reason about the values and context in which their actions
take place, marking a significant step toward more socially aware
and adaptable domestic robots.
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